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Note: The solutions provided here may not be the only valid solutions.
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Part 1 [4 points]

1. Which of the following statements is true? (Only one statement is true.)
Ü

The FIRST set of a terminal is the set of all non-terminals that can derive it.
Ü

FIRST sets are computed using the FOLLOW sets.
Œ

If α “ BC, and ε P FIRSTpBq, then we include FIRSTpBqztεu and FIRSTpCq in
FIRSTpαq.

Ü

The FIRST set of a production rule A Ñ α is computed only from the last symbol
of α.

Ü

The FIRST set of a non-terminal always contains the empty string ε.

2. Which of the following statements is true? (Only one statement is true.)
Ü

Dynamic scoping ensures that the most recently declared variable with a given name
is used, regardless of the call sequence.

Ü

Static scoping always requires a runtime stack to resolve variable references.
Ü

Static and dynamic scoping rules produce the same behavior in all programming
languages.

Œ

Under dynamic scoping, the binding of a variable depends on the call stack at runtime,
whereas static scoping relies on the program text.

Ü

In dynamic scoping, the binding of a variable depends solely on its lexical location in
the source code.

3. Which of the following statements is true? (Only one statement is true.)
Ü

Associativity defines which operator has higher precedence in an expression.
Ü

Operator precedence determines whether an operator is left- or right-associative.
Œ

Precedence determines the order in which different operators are grouped; associa-
tivity resolves grouping for operators of the same precedence.

Ü

Operators with the same precedence level always associate right-to-left.
Ü

Operators with the same precedence level always associate left-to-right.

4. Which of the following statements is true? (Only one statement is true.)
Ü

Accessing a struct field through a pointer uses the . operator.
Œ

To access a field of a struct via a pointer, you use the -> operator.
Ü

Structs cannot be passed to functions as arguments.
Ü

A struct in C can only contain primitive data types like int and float.
Ü

You must allocate memory for each individual field of a struct separately.
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Part 2 [12 points]

The following is about the LR(1) parsing algorithm. Consider the following grammar, where “a”,
“b”, and “e” are the terminals, xPy and xSy are the non-terminals, and xPy is the start symbol.

xPy ::= xSy e (rule 0)

xSy ::= a xSy (rule 1)
| b xSy (rule 2)
| ϵ (rule 3)

Your task is to parse the following input using an LR(1) parser: b a e

The following are the tables required for LR(1) parsing:

Action table:

State e a b EOF

0 reduce 3 shift 2 shift 3
1 shift 4
2 reduce 3 shift 2 shift 3
3 reduce 3 shift 2 shift 3
4 accept
5 reduce 1
6 reduce 2

Goto table:

State xPy xSy

0 1
1
2 5
3 6
4
5
6

1. Provide the steps taken by the LR(1) parsing algorithm. For each step, indicate the current
stack, the currently remaining input, and the action taken based on the stack and input. Use
the following table as a template, where a few entries are already filled in for you, to provide
your answer.

Stack Remaining input Action

EOF, 0 b, a, e, EOF shift 3

EOF, 0, b, 3 a, e, EOF shift 2

EOF, 0, b, 3, a, 2 e, EOF reduce 3

EOF, 0, b, 3, a, 2, S, 5 e, EOF reduce 1

EOF, 0, b, 3, S, 6 e, EOF reduce 2

EOF, 0, S, 1 e, EOF shift 4

EOF, 0, S, 1, e, 4 EOF accept
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2. Draw the parse tree created by the parser.
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Part 3 [10 points]

The following is about control flow in programming languages.

1. Consider the following program written in a hypothetical programming language, where (unless
specified) operators have the same meaning as in Java. Always assume that == has higher
precedence than && and ||.

1 x = 5; // global variable

2 function f() {

3 x = 3; // modified global variable

4 return true;

5 }

6 if (false || f() && x == 5) {

7 print(23);

8 } else {

9 print(42);

10 }

(a) Suppose that && has higher precedence than || and that the operands of && are evaluated
from left-to-right. What is the output of the program?

Solution: 42

(b) Suppose that && has higher precedence than || and that the operands of && are evaluated
from right-to-left. What is the output of the program?

Solution: 23

(c) Suppose that || has higher precedence than && and that the operands of || are evaluated
from left-to-right. What is the output of the program?

Solution: 42
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2. Consider the following program written in Ruby (version 1.8 or earlier), which uses continua-
tions:

1 def f(k)

2 puts "start"

3 (1..5).each do |i|

4 puts "i = #{i}"

5 if i == 3

6 puts "hello"

7 k.call(7)

8 end

9 end

10 puts "done"

11 end

12 x = callcc{ |k| f(k)}

13 puts "x = #{x}"

Your task is to provide the order in which different events occur during the execution of the
program. Look at the events described in natural language below. You can use these events in
any order, you may use a single events multiple times, and you do not have to use all events.
You cannot use any other events. Provide your answer by writing the numbers of the events
in the order they occur in the program’s execution (e.g., “1, 2, 3, 4”).

1. The program prints “start”.

2. The program prints “done”.

3. The program prints “x = 3”.

4. The program prints “x = 7”.

5. The program prints “i = 1”.

6. The program prints “i = 2”.

7. The program prints “i = 3”.

8. The program prints “i = 4”.

9. The program prints “i = 5”.

10. The program starts looping from 1 to 5.

11. The program enters the if branch and prints “hello”.

12. k.call(7) is invoked, which causes the program to call f with the argument 7.

13. k.call(7) is invoked, which causes the program to return to the point where callcc was
invoked, with the value 7.

14. callcc is invoked, which captures the current continuation into k and calls f with k as
an argument.

Order of events during the execution: Solution:
14, 1, 10, 5, 6, 7, 11, 13, 4
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Part 4 [12 points]

The following is about the typed lambda calculus. For your reference, the type rules are reproduced
here.

Type rules for Bool :

Γ $ true : Bool
T-True

Γ $ false : Bool
T-False

Γ $ t1 : Bool Γ $ t2 : T Γ $ t3 : T
Γ $ if t1 then t2 else t3 : T

T-If

Type rules for Nat:

Γ $ 0 : Nat
T-Zero

Γ $ t1 : Nat
Γ $ succ t1 : Nat

T-Succ

Γ $ t1 : Nat
Γ $ pred t1 : Nat

T-Pred

Γ $ t1 : Nat
Γ $ iszero t1 : Bool

T-IsZero
Type rules for variables and functions:

x : T P Γ
Γ $ x : T

T-Var

Γ, x : T1 $ t2 : T2

Γ $ λ x : T1 . t2 : T1 Ñ T2
T-Abs

Γ $ t1 : T1 Ñ T2 Γ $ t2 : T1

Γ $ t1 t2 : T2
T-App

1. Under what typing context Γ does the following relation hold?

Γ $ x psucc nq : Bool

Solution: Γ “ x : Nat Ñ Bool, n : Nat

2. Consider the following type-incorrect program. Choose from the given options the one that
best describes the reason for the type error.

Program:
pλ a : Nat . pred aq pif px yq then true else bq : Nat

Typing context:
Γ “ b : Bool, x : Nat Ñ Bool, y : Nat

Ü

The program has type Bool, not type Nat.
Ü

The value of a is not defined.
Ü

x and y cannot be combined without specifying the operator.
Œ

pred expects a value of type Nat, but is given a value of type Bool.
Ü

The if-expression is type-incorrect because it returns a Bool in one case, but a Nat
in the other case.
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3. Provide a type derivation tree that shows the following program to be type-correct under the
given typing context. For each axiom and rule you apply, indicate its name. To save space,
you may write “B” instead of “Bool” and “N” instead of “Nat”.

Program:
if piszero aq then b c else succ 0 : Nat

Typing context:
Γ “ a : Nat, b : Bool Ñ Nat, c : Bool

Solution:
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Part 5 [12 points]

The following is about call stacks and calling conventions. Consider the following C program:

1 #include <stdio.h>

2

3 void third(int x, int y) {

4 int a = 5;

5 int b = x + y;

6 printf("a = %d, b = %d\n", a, b);

7 }

8

9 void second(int p) {

10 int q = p * 2;

11 third(q, p);

12 }

13

14 void first() {

15 int m = 3;

16 int n = 4;

17 second(m + n);

18 }

19

20 int main(void) {

21 int a = 42;

22 first();

23 return 0;

24 }

We assume the conventions for calling sequences introduced in the lecture. In addition, assume the
following:

• The size of an int is 4 bytes.

• Addresses are 4 bytes long.

• The compiler does not optimize the stack memory, but it allocates exactly the space required
for all local variables declared in a function, even if they are not used. Local variables declared
earlier in the code are stored higher up in the stack (i.e., at a lower address).

• The callee-saved registers always require 8 bytes. There are no caller-saved registers.

• All arguments are passed via the stack (i.e., not via registers). Arguments are ordered so that
the first argument is at the higher address.

1. What is the output of the program when executed?

Solution:
a = 5, b = 21

2. Using the template given on the next page, draw the function stack immediately before exe-
cuting line 6 (i.e., the printf call in the function third). For each stack frame, indicate which
function it is for. For each memory region in a stack frame, indicate what is stored in it. If
you know the concrete value that gets stored, then provide it; otherwise, provide the name or
a description of what is stored. In the template, double lines separate stack frames, whereas
single lines separate memory regions used for different purposes. The stack grows toward the
top of the page, i.e., toward lower addresses.

The following box shows a memory region of 4 bytes (and larger regions proportionally):

X
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Stack:

X 5

X 21

X Callee-saved registers

X
X Saved frame pointer

X Return address

X 14

X 7

X 14

X Callee-saved registers

X
X Saved frame pointer

X Return address

X 7

X 3

X 4

X Callee-saved registers

X
X Saved frame pointer

X Return address

X 42
...

Frame of
function
third

Frame of
function
second

Frame of
function
first

Frame of
function
main

3. For the function third, fill in the following table to give the offset (in bytes) of each element
relative to the frame pointer of the function.

Stack element in third Offset (in bytes)

Argument x +8
Argument y +12
Return address +4
Saved frame pointer 0
Local variable a -16
Local variable b -12
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Part 6 [10 points]

The following is about function programming and the Scheme language. For all the “What is the
result of ...” questions, it is sufficient to provide the final result of the evaluation; no intermediate
steps or explanations are required.

1. What is the result of the following Scheme code?

1 (let ((x 10))

2 (let ((x 5)

3 (y x))

4 (let ((z (+ x y)))

5 (/ z x))))

Solution: 3

2. What is the result of the following Scheme code?

1 (let ((f (+ 1 2)))

2 (let ((g (lambda (x) (* x 2))))

3 (f 5)))

Solution: Runtime error. The code evaluates to (3 5), but 3 is not a function.

3. What is the result of the following Scheme code?

1 (let

2 ((foo (lambda (f x) (f (f x)))))

3 (foo (lambda (y) (+ y 1)) 3)

4 )

Solution: 5. The foo function applies the given function twice, i.e., the code increments 3

twice.

4. What is the result of the following Scheme code?

1 (let ((lst (list 1 (list 2 3) 4)))

2 (cons (car (cdr lst)) (cdr (cdr lst))))

Solution: ((2 3) 4).

5. What is the result of evaluating the following under (a) applicative-order and (b) normal-order
evaluation?

1 (define error (lambda () (/ 1 0)))

2 (define return5 (lambda (x) 5))

3

4 (return5 (error))

Solution:

• Applicative-order: Runtime error (due to division by zero).

• Normal-order: 5 (since error is never evaluated).

6. Consider the following program:

1 (define ignore-second

2 (lambda (x y) x))

3

4 (ignore-second (+ 1 2) (* 5 (- 12 2)))

11



How many evaluation steps are required under applicative-order and normal-order evaluation?
What is the result?

Solution:

• Applicative-order:

– Number of steps: 4

– Result: 3

• Normal-order:

– Number of steps: 2

– Result: 3
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