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synthesis. The key idea is to first gather a set of assertion components based on static program analysis and to
then combine, concretize, prioritize, and improve them with an LLM. The resulting assertions go beyond what
an LLM alone could realistically guess based on the test prefix and focal method, and they naturally fit the
given test case. Empirical results show that STARS consistently outperforms the state-of-the-art baseline in
five evaluation metrics. STARS achieves an exact-match rate of at most 83.4% using GPT-5.4. Compared with
the baseline, STARS’s mutation score nearly triples that of the baseline (10.97% vs. 3.97%), approaching that
of developer-written assertions, while consuming 24.75% fewer tokens and 30.6% fewer LLM queries.
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1 // Focal class
2 public class Cell {
3 protected List <TextChunk > textElements = new ArrayList <>();
4 // Focal Method
5 public List <TextChunk > getTextElements() {
6 return textElements;
7 }
8 ---------------------------------------------------------------
9 // Test Prefix
10 @Test
11 public void testGetTextElements () {
12 Cell cell = new Cell(0, 0, 0, 0);
13
14 TextElement tElement = new TextElement (0, 0, 0, 0,
15 new PDType1Font(Standard14Fonts.FontName.HELVETICA_BOLD), 10, "test", 5);
16 TextChunk tChunk = new TextChunk(tElement);
17 List <TextChunk > tList = new ArrayList <>();
18 tList.add(tChunk);
19 cell.setTextElements(tList);
20 // ✎ <Assertion Placeholder >
21 }
22 ---------------------------------------------------------------
23 // Assertions (Ground -truth)
24 assertEquals("test", cell.getTextElements ().get(0).getText ());

Listing 1. Motivating example with a complex assertion containing long method call sequences.

1 Introduction
Test oracles play an essential role in software testing by automatically determining whether a
program behaves as expected [5, 43]. An effective test oracle can significantly reduce manual
effort and improve testing accuracy [20]. However, automating the generation1 of these oracles is
challenging as it relies on a deep understanding of the software under test. As the software system
grows in complexity, the problem becomes harder.

Various techniques have been proposed to generate test oracles.2 Before the era of large language
models (LLMs), static [8, 9, 20, 66] and dynamic [44, 61] approaches were extensively explored,
but they usually suffer from a high false positive rate [20, 30] or produce weak true positive
oracles [34, 43]. Recently, with the emergence of LLMs, more strategies have been developed.
According to recent statistics [43], prompt engineering is the most common strategy among LLM-
based approaches. With zero-shot [6, 16, 37, 50, 72], few-shot [45, 46], chain-of-thought [12, 30,
50, 75], or other sophisticated prompting strategies [50], more sources of information have been
provided to LLMs. For test oracle generation, the sources of information for prompting [43] usually
include the focal method (i.e., method under test) [6, 12, 16, 20, 30, 37, 50, 50, 66, 72], test prefix (i.e.,
test code before the assertion statements) [20, 30, 37, 50, 58], focal class (i.e., the class where the
focal method belongs to) [12, 30, 46, 50, 63], and documentation [6, 33, 35, 37, 50].
However, although these approaches have effectively leveraged focal information (e.g., focal

method/class), the information beyond focal code has not been fully exploited (e.g., code
from other classes in the same repository). Take Listing 1 as an example:3 given the focal method
getTextElements, which returns a variable textElements defined in the focal class Cell, and the test
prefix testGetTextElements, it is straightforward to infer that the assertion is likely to constrain
over the return result of cell.getTextElements(). Yet, the ground truth assertion (Line 24) con-
strains over the method calls cell.getTextElements().get(0).getText(), which goes beyond the
focal method/class. Especially, even though it is possible to infer cell.getTextElements().get(0)
according to the definition of textElements in Line 3 (i.e., get(int) is a method in ArrayList), it
is almost impossible to infer the method getText() without the context of this method, which is

1We use “generation” [30, 64] and “synthesis” [23] interchangeably.
2There are different kinds of test oracles: test assertions [20, 30, 33], contracts [1, 3, 7], and metamorphic relations [4, 9, 41,
68, 69]. In this paper, we focus on test assertions.
3Listing 1 and Listing 2 are adapted from https://github.com/tabulapdf/tabula-java.
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1 // Focal class
2 public class TextElement extends Rectangle {
3 public TextElement(float y, float x,
4 float width , float height ,
5 PDFont font , float fontSize ,
6 String c, float widthOfSpace) {
7 this(y, x, width , height , font , ...);
8 }
9 // Focal method is inherited from its Super class ↓
10 }
11 ---------------------------------------------------------------
12 // Superclass of the focal class
13 public class Rectangle {
14 public Rectangle(float y, float x,
15 float width , float height) {
16 this(y, x, width , height);
17 }
18 // The actual implementation of the focal method
19 public float getArea () {
20 return this.width * this.height;
21 }
22 }
23 ---------------------------------------------------------------
24 // Test Prefix
25 @Test
26 public void testGetArea () {
27 Rectangle r = new Rectangle(5, 10, 50, 25);
28 TextElement textElement = new TextElement (5, 10, 50, 25, ...);
29 // ✎ <Assertion Placeholder >
30 }
31 ---------------------------------------------------------------
32 // Assertions (Ground -truth)
33 assertEquals(r.getArea (), textElement.getArea ());

Listing 2. Motivating example with a complex assertion involving class inheritance analysis.

defined in class TextChunk. In other words, unless data leakage occurs, it is unlikely that LLMs can
infer the correct assertion only with the given information.

Moreover, while existing approaches could effectively leverage LLMs’ to understand the off-the-
shelf information (i.e., inferring code intention and test oracle from identifier names), they tend
to overlook implicit information (e.g., possible method invocation sequences, class inheritance
hierarchies, interface implementations, and data types) that lies beyond what is readily available

and requires program analysis to uncover . Take Listing 2 as an example. From the given
texts, one can easily identify the variable textElement at Line 28 and invoke the focal method via
textElement.getArea(). However, from the textual information, one can hardly infer the relation
between textElement (Line 28) and r (Line 27). Indeed, at the textual level, these two variables
are unrelated in terms of their names (i.e., textElement and r) or the data types (i.e., Rectangle
and TextElement) they belong to. Yet, in terms of class inheritance, TextElement inherits from its
superclass Rectangle, which implies the relationship between these two variables.

To address the above two limitations (i.e., focal context could be insufficient while context beyond
focal context may not be readily available), one straightforward solution is to provide LLMs with as
much context as possible. However, supplying excessive input may exceed token limits. Additionally,
when overwhelmed with too much information, LLMs tend to become lost in the middle [39] and
may overlook critical details. An alternative approach is to retrieve similar test assertions from
the same code repository [30, 71]. However, it is unlikely to retrieve all the assertions. According
to our analysis (see Section 4.5), at least 33.91% of assertions cannot be directly retrieved from
the source code. Moreover, if identical assertions can be retrieved from existing test cases, the
generated assertions would become redundant.
To address the above challenges, we present STARS, which takes advantage of static analysis

(e.g., class hierarchy analysis [17] and data type analysis) to guide LLM-based assertion gener-
ation. Our key insight is that the more precise assertion components (i.e., the variables or
expressions that should be used in the assertion) we provide, the more likely LLMs are able to
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generate valid and desired test assertions. For example, in Listing 1, if we provide the expression
cell.getTextElements(). get(0).getText() to an LLM, it is highly likely to produce the correct
test assertion. Based on this insight, starting from a given test prefix, STARS first analyzes both the
prefix and the entire project under test to synthesize relevant assertion components (e.g., method
call sequences, pairs of variables). These components are then supplied to an LLM to guide the
assertion generation process.
While this approach is promising, realizing it requires us to handle the huge search space of

possible assertion components. Even if we manage to filter assertion components relevant to the test
prefix, various implementation complexities (e.g., inheritance hierarchies, interface dependencies,
cross-package invocations, Java standard library usage, and third-party libraries) further exacerbate
the explosion of the search space. Furthermore, even after identifying related assertion components,
filling in appropriate arguments for the methods invoked in the assertions (e.g., the argument “0”
in cell.getTextElements().get(0).getText()) adds another layer of complexity. To address this
challenge, we selectively explore and retain only those assertion components that are most relevant
to focal code, then complete the assertions via a combination of static analysis and LLMs.
The effectiveness of STARS is evaluated on 500 test prefixes from 38 real-world Java projects

used in prior work [30]. The experimental results demonstrate the effectiveness of our approach. It
consistently outperforms the baseline [30] in terms of five evaluation metrics. In particular, STARS
achieves the best exact-match rate of 66.2% (331/500), substantially outperforming the baseline,
which reaches at best 44.2% (221/500). Its mutation score nearly triples that of the baseline (10.97 vs.
3.97), approaching the effectiveness of developer-written assertions. STARS also yields higher line
and branch coverage, i.e., 21.86% (vs. 14.66%) and 15.74% (vs. 9.78%), respectively, further narrowing
the gap with developer-written assertions. When a more powerful model, GPT-5.4, is adopted,
STARS achieves the best exact match rate, 83.4% (= 417 / 500), with an average of eight assertions
per test, while the direct prompting only hit 43.2% (= 216/500). Moreover, STARS is significantly
more cost-efficient, reducing total token consumption by 24.75% (from 13.72M to 10.32M tokens)
and the number of model queries by 30.6% (from 6,771 to 4,700). In summary, this paper makes the
following contributions:

• Observation. We observe in a preliminary study that real-world assertions predominantly involve
method call sequences and variable references. This observation reveals a critical gap in existing
assertion generation approaches, i.e., the limited incorporation of static analysis.
• Idea. We present the first assertion generation technique that effectively combines static analysis-
guided component synthesis with LLM-based assertion generation. Rather than relying solely on
readily available information from the focal code, STARS empowers LLMs with static program
analysis to generate more accurate and meaningful assertions by grounding them in semantically
relevant program elements.
• Empirical evidence. Our empirical results show that STARS consistently outperforms the
baseline in all evaluation metrics, with 24.75% fewer tokens and 30.6% fewer LLM queries.
STARS achieves an exact-match rate of at most 83.4% using GPT-5.4. Compared with baselines,
STARS’s mutation score nearly triples that of the baseline (10.97% vs. 3.97%), approaching that of
developer-written assertions. The artifact and dataset are available at [11] to support reproduction.

2 Problem Statement and Motivation
2.1 Terminology and Problem Formulation
A unit test verifies individual pieces of code (e.g., methods or classes) using testing frameworks like
JUnit. A test prefix refers to the portion of the test where objects are initialized and dependencies
are set up before invoking the focal code (i.e., the method/class under test). In addition to the test
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Methods2Test 
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0/1-shotTest prefix32730 data points
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Fig. 1. Preparation for assertion characteristics analysis.

Table 1. Statistics of test assertions.

Dataset Statistics

Total Projects 212 Total Prefix 10,357
Average Assertions per Test Prefix 3.16 Total Asserts 32,730

Characteristics of Assertions

Num Ratio
Assertions with Method Invocations 25,325 77.40%
➥ Assertions with Method Invocations (w/ Arguments) 13,590 41.50%
➥ Assertions Invoking Standard Library Methods 14,555 44.47%
➥ Assertions invoking Static Method Calls 6,625 20.24%
Assertions with Variables only 3,701 11.31%

prefix, there is often a separate test setup phase that initializes shared objects or resources accessed
by the test. For simplicity in presentation, we refer to the combination of the test prefix and test
setup collectively as the test code.

The test oracle defines the expected outcomes against which actual results are validated, and it is
implemented through assertions (e.g., assertEquals, assertTrue). The assertion components (i.e.,
the object, method, or output value being verified by the assertion) is determined by the test oracle
and represents the core behavior under test [24, 25, 42]. For example, the assertion component in
Listing 2 line 35 is textElement.getArea().

Problem Formulation – The problem of test assertion generation addressed in this paper follows
the formulation established by prior work [20, 30, 33, 47, 64, 71]: Given a test prefix that lacks
assertion statements, the goal is to generate assertions that are as valid and accurate as possible. In
addition to the test prefix, supplementary context from the project, such as the test setup (responsible
for initializing objects used in the test) [30], or example tests similar to the given test prefix [30, 71],
may also be incorporated as input.

2.2 Study on Characteristics of Test Assertions
To better understand the problem of assertion generation, we begin by investigating the charac-
teristics of real-world assertions. Specifically, we analyze the Methods2Test dataset [62], which
contains 780,944 pairs of test cases and their corresponding focal methods, collected from 9,410
GitHub repositories and partitioned into training, validation, and testing subsets. We intentionally
choose Methods2Test rather than the datasets used in prior assertion generation studies [30, 47] to
separate the dataset used for characteristics analysis from that used for methodology evaluation,
thereby reducing the risk of method-specific overfitting to the evaluation dataset.
For this study, the overall data preparation pipeline is illustrated in Figure 1. We began with

the validation set, which contains 78,534 test–method pairs from 953 repositories, to analyze the
characteristics of assertions. For each repository, we cloned the latest branch using the GitHub REST
API to retrieve the corresponding Git trees. We then parsed the pom.xml files to retain only those
projects that depend on Java 18, Maven 3.8, and JUnit 4. This collection procedure follows prior
work [66], and the version selection is consistent with recent assertion-generation works [30, 47].
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Fig. 2. Characteristics of assertions.

Table 1 shows that among 32,730 assertions analyzed, each test contains an average of 3.16
assertions. This observation echoes previous work [64]. Among these assertions, 77.4% of studied
assertions involve at least one method invocation (e.g., assertTrue(x.getText()). Notably, 41.5%
of invoked methods take arguments (e.g., assertNot Null(x.getIndex(0))), 44.47% of assertions
invoke methods from Java standard library such as String and Array, and 20.24% invoke static
methods. In contrast, 11.31% of assertions involve only variables without any method calls (e.g.,
assertNotNull(result) ).
To enable deeper analysis, we present the distribution of (A) the number of assertions per test

prefix, (B) the length of method call sequences within assertions, and (C) the standard library
classes invoked in assertions, as shown in Figure 2. Notably, Figure 2(A) shows that 75.27% of test
prefixes contain between one and three assertions, while around 4.12% contain more than 10. In
Figure 2(B), more than 98.75% of assertions involve method call sequences ranging in length from 1
to 3. This finding echoes a recent study [64] that points out there are usually multiple assertions
in one test prefix. Lastly, Figure 2(C) indicates that standard library classes such as String are
among the most commonly used in assertions. These observations deepen our understanding of
the assertion generation task by highlighting the complexity and diversity of real-world assertions,
thereby motivating the design of our methodology.

3 Approach
The workflow of STARS is illustrated in Figure 3 and consists of four main steps: ➊ STARS begins by
analyzing the input test prefix to extract relevant project context, which is then used to synthesize
candidate assertion components, e.g., method call sequences, individual variables, and variable pairs
(Section 3.1). ➋ Once the assertion components are identified, STARS prompts a large language
model (LLM) to generate assertions that reflect the expected behavior of these assertion components
(Section 3.2). ➌ Since this stage may produce a large number of candidate assertions, the next step
(Section 3.3) filters and retains those most likely to validate the focal method. Assertions that fail to
compile or cause runtime errors are automatically repaired. ➍ Finally, the LLM ranks the validated
assertions based on their relevance and informativeness, resulting in a prioritized assertion set
suitable for integration into the test prefix. In the following, we use Figure 3 as a running example
to illustrate the input and output of each step.
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public class CellTest {
private final Cell initialCell = new Cell(0, 0, 0, 0);  

@Test 
public void testGetTextElements() {

Cell cell = new Cell(0, 0, 0, 0);
TextElement tElement = new TextElement(0,0,0,0, 

new PDType1Font(“test”));
TextChunk tChunk = new TextChunk(tElement);
List<TextChunk> tList = new ArrayList<>();
tList.add(tChunk);
cell.setTextElements(tList);

}
} Test Setup and Prefix

Observer Method Return

.getTextElement() List

.getSize() Integer

Cell

Observer Method Return

.getTextElement() TextElement

.getText() String

TextChunk

List
Observer Method Return

.get(index) TextChunk

.size() Integer

TextElement
Observer Method Return

.getX() Integer

.getWidth() Integer

cell.getTextElement().get(_).getText()
cell.getTextElement().size()

cell.getSize()

tChunk.getText()

tElement.getX()
tElement.getWidth()

tChunk.getTextElement().getX()

(M) Method Call Sequences

Gathering of Assertion Components

assertEquals(0,cell.getSize())

assertEquals("test”, cell.getTextElement().get(0).getText()

assertTrue(cell.getSize() > 0)

assertFalse(cell.getTextElement().get(1).getText()

assertEquals(0, tChunk.getTextElement().getWidth())

assertTrue(tChunk.getTextElement().getX() == 1)

/* [assertion_placeholder] */

assertTrue(tChunk.getTextElement().getX() == 0)

Run Against Assertions

Prioritize

Assertion Prioritization Assertion Selection and Repair

(V) Variables (P) Pairs of Variables
cell tElement tChunk tListinitialCell

Cell TextElement TextChunk ListCell

(initialCell, cell)

assertNotNull(cell)

assertEqual(initialCell, cell)SelectExecute

x

x

assertEquals(1,cell.getSize())

assertEquals("test”,cell.getTextElement()

assertFalse(cell.getTextElement()

assertTrue(tChunk.getTextElement()

.getText()

.getText()

.getX() == 0)

.get(0)

.get(1)

Final Assertions

assertNotNull(cell) Repair

Assertion Synthesis

Assertion Components (M, V, P)

Repaired

Repaired

Static
Analysis

Fig. 3. Workflow of STARS.

3.1 Step 1. Gathering of Assertion Components
Given a test prefix, STARS begins by synthesizing possible assertion components to guide the
following assertion generation. The entire algorithm is shown in Algorithm 1.

Step 1.1 - Gather Variables and Pairs of Variables (Alg 1, line 1) According to the observation
made in Section 2.2, assertions mostly assert over method calls or variables. Thus, STARS first
extracts the variables together with their data types declared in the test code. For example, in
Figure 3 ➊, the test code includes a private member variable initialCell and a prefix of the test
method testGetTextElements, STARS first extracts variables (e.g., cell) together with their types
(e.g., Cell) from the given test code, as shown in green. To implement this step, STARS first parses
the test prefix into an abstract syntax tree (AST) [10] and extracts variable names along with their
types from assignment and expression statements, forming the set 𝑉 . Note that since a test prefix
could contain a high number of variables, we further query LLMs to select the variables related to
the given test method. The prompt template can be found at [11].

Then, STARS extracts the pairs of variables, i.e., variables in 𝑉 of the same type that appear more
than once are grouped, and all unique pairs of such variables are gathered to form the set of variable
pairs 𝑃 . For example, the pair of variables collected in Figure 3 ➊ is initialCell and cell because
they are both Cell type.

Step 1.2 Gather Method Sequences (Alg 1, lines 2-26) After extracting variables, STARS further
synthesizes method call sequences by exploring the entire project using the variable information
obtained in the previous step. As shown in Algorithm 1, given the variables along with their
declared types extracted from Step 1.1, STARS generates a set of method call sequences𝑀 , where
each sequence is composed in the form m1.m2.· · · .mk, with a maximum length of 𝑘𝑚 , a configurable
parameter whose setup can be found in Section 4. To construct these call chains, STARS applies
a Depth-First Search (Algorithm 2), initiating the search from all public methods of the classes
corresponding to types in 𝑉 , to find all valid method sequences up to length 𝐾 , then add these
sequences to 𝑀 . During this process, any method that is not immutable (see below for details)
is skipped. Additionally, the search path is terminated if the return type of a method does not
belong to the focal classes or if it is the same as the method’s declaring class, to avoid redundant
exploration. For example, as illustrated in Figure 3, starting from the type Cell, which has two
observer methods getTextElement and getSize (with return types List and int, respectively), the
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search continues from List, which has an observer method get that takes an integer argument
and returns a TextChunk object. Following this chain, STARS ultimately collects the method call
sequences shown in the top-right corner of Figure 3 ➊ (in blue).
Observer Method Identification (Algorithm 2, lines 9–10). Rather than treating all methods

equally, STARS focuses on identifying observermethods (also known as immutable methods) [2, 61]
which are more likely to appear in assertions. In contrast, mutable methods that modify object state
are typically not used in assertions and are therefore excluded. To determine whether a method
is immutable, we refer to prior work [61], which defines a method 𝑓 as an observer method if it
satisfies the following conditions: (i) 𝑓 returns a number or a Boolean, (ii) 𝑓 does not directly or
indirectly execute the putfield or putstatic bytecode instructions, and (iii) 𝑓 has no parameters
other than the object receiver. However, this definition is too restrictive for identifying method
chains commonly used in test assertions. Specifically, for condition (i), methods that return types
other than numbers or Booleans can still be part of meaningful chains; for condition (iii), as observed
in Section 2.2, 41.5% of assertions invoke methods that take arguments. Therefore, we preserve
condition (ii) only as the sole criterion for identifying immutable methods.

Method from Java Standard Libraries Identification. In addition to project-specific classes,
methods from Java standard libraries such as size() in ArrayList are frequently used in test
assertions, as shown by the statistics in Section 2.2. Therefore, we also incorporate standard library
methods in our approach (lines 6–7 in Algorithm 2). From a practical view, it is infeasible to include
all observer methods across all Java standard libraries. Consequently, we focus on the libraries and
methods that are ranked top in our empirical study (Section 2.2). A complete list of the selected
libraries and methods is available at [11]. Note that the datasets used for the study and for evaluation
are different, thereby minimizing the risk of method-specific overfitting to the evaluation dataset.
Step 1.3 – Method Sequence Filtering (Alg 1, lines 9–25) After collecting the initial set of

method call sequences 𝑀 , STARS applies a two-stage filtering process to refine the sequences
and retain non-redundant ones. First, STARS filters out any method call sequences that contain a
method whose parameter types are neither among the types of 𝑉 nor primitive types (lines 12–15
in Algorithm 1). This is because such methods cannot be meaningfully invoked within the current
variable context, making the sequence inapplicable to the test code. Next, STARS compares method
call sequences pairwise to remove redundancy (lines 16–23, Algorithm 1). Shorter subsequences
like m1.m2 are discarded in favor of longer, more complete ones like m1.m2.m3.m4. This filtering
reduces overlap and focuses on richer, more informative sequences. Overall, the two-stage process
shrinks𝑀 while keeping its expressiveness and relevance to the test context.

3.2 Step 2. Assertion Synthesis
With the assertion components collected in the previous step, including variable pairs and method
sequences, STARS proceeds to generate actual assertion statements in source code using LLMs (as
illustrated in Figure 3 ➋). To guide the LLM effectively, STARS constructs structured prompts that
provide the necessary context for each assertion. Take the method sequence shown in Figure 3 ➋
as an example: for the component cell.getTextElement().get(_).
getText(), the LLM is prompted to generate an appropriate assertion for it, e.g., assertEquals
("test",cell.getTextElement(). get(0).getText()). With these concrete components provided,
the LLM no longer needs to infer or guess valid method call sequences. Instead, it can focus on

generating correct oracles or selecting more suitable assertion types for the given compo-

nents. Similarly, for the variable cell, the LLMmay generate an assertion like assertNotNull(cell),
also shown in Figure 3 ➋. Note that for each assertion component, the LLM may generate one or
more corresponding assertions. At the same time, some components may be skipped if the LLM
deems them less relevant to the focal method, performing an implicit selection.
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Algorithm 1: Gathering of assertion components.
Input: Focal Context FC, Test Prefix Prefix, Entire Project 𝑃 a parameter 𝐾 determining the maximum lengths of

method call sequences
Output: A set of test components TCompts

1 𝑉 , 𝑃 ← Extract_Variables_and_Pairs(FC) ; // See Section 3.1, Step 1.1

2 𝑀 ← ∅ ; // initialize the set storing method calls

3 type_groups← GroupByClassType(𝑉 );
4 for type in type_groups do
5 vars← type_groups[type];
6 method_seq, current_depth,min_seq← ∅, ∅, ∅;
7 initial_seq← [];
8 method_seq← SynM_DFS(type, current_depth, initial_seq, 𝐾 ) ; // See Algorithm 2

9 for seq in method_seq do

10 param_types← ExtractParamTypes(seq) ;
11 valid ← True;
12 for 𝑡 in param_types do
13 if 𝑡 ∉ type_groups and IsNotPrimitiveType(𝑡) then

14 valid ← False;
15 break;

16 for saved_seq in min_seq do

17 if IsSubSequence(seq, saved_seq) then

18 valid ← False;
19 break

20 if IsSubSequence(saved_seq, 𝑠𝑒𝑞) then

21 valid ← False;
22 min_seq.replace (saved_seq, seq) ;
23 break

24 if valid then

25 min_seq← min_seq ∪ {seq};

26 𝑀 ← 𝑀 ∪ { (vars,min_seq) } ;
27 TCompts← 𝑀 ∪𝑉 ∪ 𝑃
28 return TCompts

Batch Processing – Given that some test methods can contain a large number of assertion
components, STARS employs a data split strategy to manage the input size effectively. When the
number of components exceeds a manageable limit for the LLM input, STARS divides them into
smaller subsets. Assertions are then generated for each subset separately, after which all generated
assertions are merged to form the complete assertion set for the following steps.
Prompt Design — The prompt used for assertion generation includes a problem description,

detailed instructions, the test prefix, the focal method, and a set of assertion components. To manage
token limits and avoid overwhelming the LLM with excessively long input, which can lead to
performance degradation as noted in prior work [39], we then restrict each generation pass to take
no more than 𝑘𝑎𝑖 assertion components as input components, and generate 𝑘𝑎𝑜 as output assertions.
Note that 𝑘𝑎𝑖 and 𝑘𝑎𝑜 are configurable, and we show the token consumption in Section 4.6. Moreover,
since the assertion components are of different types (i.e., method sequences, variables, and pairs
of variables), STARS generates assertions independently for each type. This separation enables
STARS to tailor the prompt format and generation strategy to the specific characteristics of each
component type, thereby improving both the quality and the relevance of the generated assertions.
For assertion components like method call sequences, prompts emphasize valid arguments; for
variables, they should focus on value validity.
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Algorithm 2: Gathering of method call sequences (line 8 in Alg. 1).
Input: The current type to search type, the current depth of method calls cur_depth, the current method sequence,

cur_seq, a parameter 𝐾 determining the maximum lengths of method calls
Output: A set of the recorded method sequences method_sequences

1 method_sequences← ∅ ; // initialize a set storing method sequences

2 if cur_depth ≥ 𝐾 then

3 return { cur_seq };

4 class_code← GetClassCode(type);
5 methods← ParseMethods(class_code);
6 if methods is None then
7 methods← ParseJavaStandardLibs(type);

8 for method in methods do
9 if not IsObserverMethod(𝑚𝑒𝑡ℎ𝑜𝑑) ; // See Section 3.1, Step 1.2

10 then

11 continue

12 method_info← ExtractMethodInfo(method);
13 return_type← method_info.return_type;
14 if not IsSearchableType(return_type) then
15 new_seq← current_sequence + [method_info];
16 method_sequences← method_sequences ∪ {new_seq};
17 continue

18 new_seq← current_sequence + [method_info];
19 child_seqs←SynM_DFS(return_type, cur_depth + 1, cur_seq, 𝐾 );
20 method_sequences← method_sequences ∪ {child_seqs};
21 return method_sequences

3.3 Step 3. Assertion Selection and Repair
After generating a comprehensive set of assertions using LLMs in Step 2, STARS performs a critical
refinement phase to ensure the quality, relevance, and correctness of these assertions. This phase
consists of two main substeps: selection and repair.

Step 3.1 Assertion Selection. During the selection process, STARS filters the generated assertions
to identify those most likely to test the focal methods identified in Step 2. Using the method call
information and variable context, STARS evaluates each assertion’s relevance using LLMs by
matching it to the focal method or method sequences that it targets, then selecting assertions
based on their relevance to the focal method or method sequences it targets. This ensures that only
assertions directly related to the intended behaviors are retained. This step is performed using the
LLM. The prompt includes the set of candidate assertions, the focal method, and a configurable
maximum number of assertions to select (𝑘𝑠 ). The complete prompt template is available at [11].
Step 3.2 Assertion Repair . Following selection, STARS applies an iterative repair process

to enhance the syntactic correctness and runtime validity of the assertions. First, the selected
assertions are compiled together with the test code. If compilation errors occur, STARS feeds the
error messages back to the LLM, which generates repaired assertions addressing the reported issues.
This cycle repeats until the assertions compile successfully or a predefined iteration limit (𝑘𝑟1) is
reached. Subsequently, STARS executes the test suite, including the generated assertions. If runtime
errors, primarily assertion failures, are detected, the system again invokes iterative feedback and
repair, leveraging the LLM to fix faulty assertions. This process continues until all assertions pass or
the maximum number of iterations (𝑘𝑟2) is exhausted. Note that such a repair is under a regression
testing setting, which, regarding the focal code is correct, following prior work [30, 47, 53, 56].
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3.4 Step 4. Assertion Prioritization
After obtaining a refined set of compiled and passing assertions from the previous step, STARS per-
forms a final prioritization step using LLMs. The goal of this step is to rank the assertions so that
the most relevant ones are surfaced first. This helps developers focus on high-value assertions,
especially in cases where only a limited number of assertions can be retained or reviewed.

This step is straightforward: STARS feeds the LLMwith all surviving assertions from the previous
step, and prompts it to select and prioritize a certain number (𝑘𝑝 ) of assertions. The prompt includes
a set of assertions, test code, and focal code. The rationale behind the prioritization is mainly based
on the LLMs’ understanding of the assertions’ relevance to the test prefix (e.g., the test method
name) and the common order in tests (e.g., checking the validity of an object first, then invoking
its methods). The prompt template can be found at [11].
Notably, in cases where the number of surviving assertions is fewer than 𝑘𝑝 , we observe that

the LLM may proactively generate several assertions to meet the quota. These supplementary
assertions, while not part of the original set, are often relevant and can enrich the test suite further.
Section 4.5 presents such an observation.

4 Evaluation
Our evaluation addresses four research questions (RQs):
• RQ1. Effectiveness.We evaluate the effectiveness of STARS under various setups (e.g., LLM
choice, in-context learning strategy, the number of assertion candidates, and repair iterations).
• RQ2. Comparison with Baseline.We compare our STARS with ChatAssert [30], the SOTA
baseline, under one of their original setups using the same LLM (i.e., gpt-3.5-turbo).
• RQ3. Ablation Study. We analyze the contribution of each component in STARS’s pipeline
through a step-by-step ablation study. This helps isolate the role of individual components and
assess their importance in the overall system performance.
• RQ4. Cost Analysis. Since the pricing of LLM APIs varies, we measure the total number of
tokens and queries to provide a model-agnostic estimate of resource consumption. This analysis
helps evaluate the feasibility of using STARS at scale or in time-sensitive development workflows.

4.1 Dataset Preparation
4.1.1 Evaluation on Existing Benchmark. Webegin by analyzing the limitations of recent datasets [30,
47], followed by a detailed introduction of how we augment the existing data.

Limitation 1: Only the first assertion is considered as ground truth. To simplify dataset construction
and evaluation, prior work [20, 30] considers the first assertion as the ground truth, ignoring
subsequent ones. However, as shown in Table 1, a unit test contains an average of three assertions,
making this assumption potentially inaccurate. In tests with multiple assertions, the first often
checks the validity of objects, while the remaining assertions verify the actual functionality. Listing 3
presents an example unit test containing six assertions (in green). Based on the method name
testsetcustom, the focal method under test is setCustom (in yellow). The first assertion verifies
the validity of result, which is unrelated to the focal method. In contrast, the assertion in line
14 tests the expected behavior of setCustom. However, in the existing dataset where only the first
assertion is retained as ground truth, the remaining assertions, though correctly generated, would
be mistakenly considered incorrect, leading to false negatives.
Limitation 2: Abstracted String Literals in the ground-truth assertions. To simplify exact match

evaluation (a generated assertion is compared textually against the ground truth), existing meth-
ods [30, 47] replace concrete string literals with placeholder tokens, e.g., assertEquals("STR",
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1 @Test
2 public void testsetcustom (){
3 String className ="testsetCustom";
4 OClass clazz = db.getMetadata ().getSchema ().createClass(className);
5 OProperty prop = clazz.createProperty("name", OType.STRING);
6 prop.setCustom("foo", "bar");
7 OResultSet result = db.command("alter␣property␣"+ className + ".name␣custom␣foo='baz'");
8 Object currentValue = prop.getCustom("foo");
9 Assert.assertNotNull(result);
10 Assert.assertTrue(result.hasNext ());
11 OResult next = result.next();
12 Assert.assertNotNull(next);
13 Assert.assertEquals("bar", next.getProperty("oldValue"))
14 Assert.assertEquals("baz", currentValue);
15 Assert.assertEquals(currentValue ,next.getProperty("newValue"));
16 result.close();
17 }

Listing 3. A test with multiple assertions.

method.getName()). While this abstraction streamlines evaluation, it removes meaningful semantic
content, making the generated assertions less practical.

4.1.2 Dataset Augmentation. In view of these limitations, we augment the dataset constructed
by the baseline [30] via collecting all assertions from the subject tests and replacing placeholder
tokens for string literals with their original concrete values. This enhancement preserves the full
semantic content of all assertions. As a result, the original dataset, which contained 500 assertions
for the 500 test prefixes, is expanded to 1,683 assertions in the same 500 test prefixes. For instance,
all assertions highlighted in green in Listing 3 are treated as ground truth for the corresponding
test prefix, rather than only the first assertion. Note that the assertion involving next is unlikely
to be generated, as the variable is not present in the test prefix, which is expected. Nevertheless,
including such assertions as ground truth does not introduce false positives. With ground-truth
augmented, the evaluation allows more flexibility, reducing the false negatives. After augmentation,
each test prefix has 3.4 assertions, on average, echoing the observation in Section 2.2.

4.2 Experimental Setup
Evaluation Metrics: We evaluate the effectiveness of the generated assertions using five metrics:
• Exact Match@K: checks whether the generated assertion matches the ground truth exactly
purely in the text level within the top K generated results, following the baseline [30]. We did not
adopt the embedding-based or LLM-based approaches because they tend to be lenient, tolerating
subtle differences.While other staticmetrics, such as edit distance, BLEU [52], CodeBLEU [55], and
ROUGE [13], have been used in prior work [30, 56, 64, 71], we exclude them due to their limited
semantic reliability [22]. To enable more accurate evaluations, four equivalence transformation
rules were adopted:
1 assertTrue: If it contains equality ==, transform assertTrue(a == b) into assertEquals(a, b);
Otherwise, transform assertTrue(expr) into assertEquals(true, expr).

2 assertFalse: Transform assertFalse(expr) into assertEquals(false, expr).
3 assertNull: Transform assertNull(obj) into assertEquals(null, obj).
4 assertSame: Transform assertSame(a, b) into assertEquals(a, b).
• Mutation Score@K: measures the proportion of injected faults (i.e., mutants) that are killed by
the test suite over all the generated mutants, where each test contains Top-𝐾 generated assertions
(i.e., 𝑘 assertions for each test prefix):

𝑀𝑢𝑡𝑎𝑡𝑖𝑜𝑛_𝑆𝑐𝑜𝑟𝑒 = (# 𝐾𝑖𝑙𝑙𝑒𝑑 𝑀𝑢𝑡𝑎𝑛𝑡𝑠) / (#𝑀𝑢𝑡𝑎𝑛𝑡𝑠) (1)

This metric reflects the adequacy of the tests and their effectiveness in detecting faults [19, 29, 36].
In our implementation, the mutation score is calculated by PITest [15]. It operates directly on
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Java bytecode and generates mutants by applying small, predefined transformations (mutators)
to it. The default mutators include arithmetic operations (e.g., IADD, ISUB), comparisons and
conditionals (e.g., IF_ICMPGE, IFNULL), switch statements, etc. We use these built-in mutators to
generate mutants for the project under test. The number of mutants is not fixed; it varies from
code under test. By default, PITest considers all applicable mutators when generating mutants,
and we used the default setting.
• Test Strength@K: measures the ratio between the number of mutants killed by the test suite
and the total number of mutants that are covered (executed) by the test, where each test contains
the Top-K generated assertions:

𝑇𝑒𝑠𝑡_𝑆𝑡𝑟𝑒𝑛𝑔𝑡ℎ = (#𝐾𝑖𝑙𝑙𝑒𝑑 𝑀𝑢𝑡𝑎𝑛𝑡𝑠) / (#𝑀𝑢𝑡𝑎𝑛𝑡𝑠 𝐶𝑜𝑣𝑒𝑟𝑒𝑑 𝐵𝑦 𝑇𝑒𝑠𝑡𝑠) (2)

Unlike Mutation Score@K, whose denominator includes all generated mutants, Test Strength
considers only thosemutants exercised by the tests, thereby isolating the fault-detection capability
from code coverage effects. We obtain this score using PITest [15].
• Line/Branch Coverage@K: We report the line coverage and branch coverage to assess overall
code exploration. They measure the proportion of executable source lines/branches in the focal
code that are exercised by the test suite when considering the Top-K returned assertions. We
measure two coverages using JaCoCo [21].
Baseline Selection – We select ChatAssert [30] as our baseline, as it is a state-of-the-art method

for test assertion generation. Earlier approaches such as Teco [47], ATLAS [66], and TOGA [20]
were based on small fine-tuned models such as CodeT5, which were hardly comparable to powerful
LLMs such as ChatGPT. To alignment with the baseline’s evaluation, we reuse the assertion list
provided in the their open-source artifact, preventing performance fluctuations introduced by LLM
randomness. Then, we run our STARS under the same setup to ensure a fair comparison.

Note that we exclude DeepAssert [64], a related method that generates multiple assertions, as it
relies on training on GraphCodeBERT, whose maximum sequence length is 512. In comparison,
the LLMs we used allow many more tokens. Similarly, another related work, ALLMAssert [40],
finetuned a 34b Code Llamamodel to generate multiple assertions, which may not be fair to compare
with frontier models, making the comparison unfair to these baselines.

Studied LLMs – We select four LLMs as underlying models: (1) GPT-3.5-turbo [48], chosen to
ensure a fair comparison with the existing baseline [30]; and (2) DeepSeek-V3-671B [18], selected
for its strong performance as an open-source model across a range of code generation tasks; (3)
GPT-5-mini [59].and (4) GPT-5.4 [49], selected as two of the latest frontier closed-source models.
The hyperparameters for LLMs are set following prior work [30]: for LLM inference, we use a
commonly used nucleus sampling [32], where 1, 5, and 10 solution samples are randomly generated
with a temperature of 0.7. Moreover, for most RQs, we use zero-shot since in-context learning is
not our focus, while we involve few-shot in RQ1 to show its impact.

Implementation Details (1) Environment: The experiments are conducted on a Linux server
equipped with two Intel(R) Xeon(R) Gold 6248R CPUs and 256GB of RAM. (2) LLM Usage: LLMs,
including GPT-3.5-turbo [48], GPT-5-mini and DeepSeek-V3 [18], are accessed via APIs provided
by OpenAI and Siliconflow. (3) Implementation: To clone and process GitHub repositories, we use
the GitHub Tree API. For compiling and executing the Java projects, we employ Java 18, Maven
3.8, and JUnit 4, following the setup of the baseline method [30]. During evaluation, we observed
that some projects in the dataset use JUnit 5; in those cases, we use JUnit 5 to ensure compatibility.
For evaluation metrics, mutation score and test strength are calculated using PITest [15], while
line and branch coverage are reported using JaCoCo [21]. (4) Parameters: STARS’s parameters
are configured as follows: 𝑘𝑚=2 (the max method call depth in step 1); 𝑘𝑎𝑖 = 100, 𝑘𝑎𝑜=20 (max
number of input assertion components and output generated assertions per batch in step 2); 𝑘𝑠=40
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Table 2. RQ1 (Effectiveness): The Effectiveness of STARS in terms of five evaluation metrics under three

different LLMs, zero-/few-shot (“Shot”), iterations of repair (“Iteration”), and the number of candidates (“@K”

where K=1/5/10). Higher values are better.

LLM Shot Iteration Exact Match Mutation Score Test Strength Line Coverage Branch Coverage
@1 @5 @10 @10 (%) @10 (%) @10 (%) @10 (%)

gpt-3.5-turbo Zero 1 128 223 235 11.1 61.81 21.23 15.39
5 146 250 260 10.97 58.69 21.85 15.73

Few 5 134 233 244 11.04 57.41 22.08 15.78

deepseek-v3 Zero 1 221 300 310 11.01 57.73 21.31 15.61
5 230 311 329 11.97 63.08 21.53 15.81

Few 5 225 314 331 11.96 63.38 20.56 15.13

gpt-5-mini Zero 1 128 271 287 13.87 73.01 21.31 15.64
5 139 278 293 13.87 73.18 21.48 15.79

Few 5 134 279 289 11.86 69.44 19.96 14.74

Average 165 273 268 11.96 64.19 21.21 15.51

(max selected assertions in step 3); 𝑘𝑟1=𝑘𝑟2=5 (the max repair iterations for compilation/runtime
errors in step 3); and 𝑘𝑝=20 (max number of prioritized assertions in step 4). In addition, we set a
15-minute timeout for assertion generation per test prefix, a maximum of 3 hours for evaluation
(e.g., calculating mutation scores) to balance performance with computational efficiency, ensuring
scalability while limiting overhead.

4.3 RQ1: Effectiveness
Setup – Table 2 presents the effectiveness of STARS under different settings. For few-shot prompt-
ing, we follow existing work [30], using UniXCoder [28] to encode the code and select the most
similar test in the same file based on cosine similarity (threshold 0.6). If no match is found, no
example is used. The retrieved examples are adopted in the final step of STARS.
Analysis – Regarding exact match, our tool generates exact matching assertions for 165 –

268 out of 500 test prefixes on average. The best configuration achieves an exact-match rate of
331/500 (= 66.2%) (DeepSeek-V3, few-shot, five repair iterations). Even under the strict Top-1
setting, our approach reaches up to 230/500 (46%) exact matches. For mutation score and test

strength, performance varies slightly across LLMs, ranging from 11.01%–13.87% and 57.41%–73.18%,
respectively. STARS (GPT-5-mini) consistently attains the highest mutation score (13.87%) and test
strength (73.18%). Coverage metrics remain stable across configurations, averaging 21.21% line
coverage and 15.51% branch coverage, indicating that our STARS is generally stable across model
choice or prompting setup.
We also observe an intriguing effect of few-shot learning on model performance. Specifically,

STARS shows a slight drop (Exact Match@1 (gpt-3.5): 146→ 134). We analyzed the results and found
that in-context examples may bias LLMs toward generating or prioritizing assertions involving
variables that appear in the example assertions. Listing 4 illustrates this effect. In the zero-shot
setting (i.e., without example code), STARS correctly generates the ground-truth assertion and
ranks it at the top (line 7). However, when two example tests are provided, the LLM is misled into
overemphasizing the variable macAddress in two example assertions (lines 13 and 19), causing it to
prioritize the assertion involving macAddress (line 23). Although these assertions are semantically
equivalent to the ground truth, since macAddress.compareTo(macAddress) evaluates to the same
value as comparison due to the assignment in line 4, they do not exactly match the expected
assertion. As a result, few-shot learning does not necessarily boost STARS’s exact match rate. On
the other hand, it also indicates that STARS relies less on example-based prompting, likely because
assertion components’s guidance lets STARS not only mimic the existing assertions.
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1 @Test
2 public void testAddressCompareToEqual( ){
3 final MacAddress macAddress = new MacAddress(MULTICAST_ADDRESS) ;
4 final int comparison = macAddress.compareTo(macAddress);
5
6 // ✔ Generated by STARS in a zero -shot setting , the same as ground truth
7 assertEquals (0, comparison);
8
9 // Retrieved Example 1:
10 @Test
11 public void testAddressMulticast ( ) {
12 final MacAddress macAddress = new MacAddress(MULTICAST_ADDRESS);
13 assertTrue(macAddress.isMulticast ());
14 }
15 // Retrieved Example 2:
16 @Test
17 public void testAddressHashCode( ){
18 final MacAddress macAddress = new MacAddress(MULTICAST_ADDRESS);
19 assertNotEquals (0, macAddress.hashCode ());
20 }
21
22 // ✗ Generated by STARS in a few -shot setting with the above retrieved examples
23 assertEquals (0, macAddress.compareTo(macAddress));
24 }

Listing 4. Example of the impact of few-shot setting

Notably, STARS demonstrates substantial performance gains when paired with more capable
LLMs. For example, the exact match@10 under zero-shot with one iteration: 235 (gpt-3.5)→ 287
(gpt-5-mini)→ 310 (deepseek-v3). The reason may because the advanced LLMs could better utilize
the assertion components provided by STARS. As a result, more valid and meaningful assertions
could be generated, as further discussed in Section 4.5.

4.4 RQ2: Comparison with Baseline
Setup – Table 3 shows the comparison with the baseline ChatAssert in terms of the five metrics over
500 test prefixes across 38 projects, including 32 single-package projects and 6 multiple-package
projects. For each package, we report the number of test prefixes accordingly. The repair process is
configured to allow up to five iterations for compilation errors and an additional five iterations
for runtime assertion errors following the baseline setting [30]. For the baseline assertions, we
reuse the assertion lists provided in their release artifact to prevent performance fluctuations
introduced by LLM randomness. Accordingly, for a fair comparison, our approach uses the same
setup (gpt-3.5-turbo, zero-shot and five iterations).

Analysis – Overall, according to the last row in Table 3, STARS outperforms the baseline across
all evaluation metrics. For exact match 1, 5, 10, the results achieved by STARS are 146, 250, and 260,
compared with 119, 194, and 209. For mutation score, STARS achieves 10.97% (Mutation Score@10),
which is more than three times the baseline (3.97%) and closely approaches the ground truth
(12.29%). Similarly, STARS’s test strength outperform the baseline. In terms of test strength@10,
STARS achieves 49.41%, representing a 39.66% improvement over the baseline (35.38%). For cover-
ages, STARS also consistently surpass the baseline scores (line coverage @10: 21.86% vs. 15.15%,
branch coverage@10: 15.74% vs. 9.78%). Additionally, it is noteworthy that the mutation score
and code coverages of STARS approach that of developer-written ground-truth assertions

(Labeled as “Gold” in Table 3. The ground-truth is low due to the limited number of tests per
project (see “# of test prefix”)), demonstrating the practicality of STARS. We further conclude that
STARS produces higher-quality assertions than the baseline, as evidenced by its significantly higher
mutation score (p-value = 0.0284 < 0.05) with a small effect size.

Listing 5 shows an example from orientdb-server project. STARS successfully generates the desired
assertion, which contains a complex method call sequence, while the baseline generates a simple
one with abstracted string literals. Essentially, with the assertion components (secondDatabase.
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Table 3. RQ2: Comparison with Baseline. Larger values (darker colors) indicate better performance. We

compare our approach (Ours) against the baseline ChatAssert [30] (Base). We also report ground-truth

results (Gold). “/” denotes time out (15 minutes per test prefix). “-” denotes no package names. Project and

package names are abbreviated.

Exact Match Mutation Score Test Strength Line Coverage Branch Coverage

Baseline Ours Baseline Ours Baseline Ours Baseline Ours Baseline OursProject Pkg

# of

Test

Prefix @1 @5 @10 @1 @5 @10
Gold

@1 @10 @1 @10
Gold

@1 @10 1 @10
Gold

@1 @10 @1 @10

Gold

@1 @10 @1 @10

Single-Package Projects

a-found - 18 2 4 5 9 15 15 13.39 9.07 9.60 10.60 11.10 81.34 27.78 84.60 79.90 82.28 20.12 17.26 17.97 17.05 17.13 16.19 12.47 13.56 12.76 12.81
beeju - 1 0 0 0 0 0 0 4.38 2.50 2.50 1.88 6.88 17.50 10.26 10.26 7.69 25.58 23.45 23.20 23.20 22.94 24.23 19.23 19.23 19.23 19.23 19.23
ci - 11 5 7 7 3 5 5 1.38 0.62 0.85 0.71 1.11 72.09 58.33 61.29 47.06 73.53 3.57 3.09 3.09 3.22 3.22 1.48 1.05 1.05 1.05 1.05
commons - 5 0 0 0 0 1 1 6.60 0.69 0.69 1.38 2.75 96.00 50.00 50.00 52.62 86.96 3.86 1.51 1.51 1.89 2.42 4.91 1.52 1.52 2.03 2.88
coveralls - 23 2 2 2 10 12 12 10.51 5.60 6.83 9.05 11.48 90.91 66.67 67.24 59.42 71.23 14.36 12.01 12.97 16.46 17.68 9.07 8.19 9.07 12.87 13.74
cubesen - 1 1 1 1 1 1 1 1.85 0.00 0.93 1.84 1.85 100.00 0.00 50.00 100.00 100.00 1.08 1.08 1.08 1.08 1.08 0.00 0.00 0.00 0.00 0.00
cucumber - 8 1 1 1 2 3 3 29.29 8.59 9.60 20.20 26.26 85.29 77.27 73.08 74.07 82.54 32.05 23.08 23.08 26.71 27.99 30.41 18.92 18.92 21.62 22.97
collect - 1 0 0 0 0 0 0 0.80 0.00 0.00 0.00 0.00 100.00 0.00 0.00 0.00 0.00 68.75 0.00 0.00 1.25 1.25 88.24 0.00 0.00 0.00 0.00
dropw - 1 1 1 1 1 1 1 4.65 4.65 4.65 4.65 4.65 100.00 100.00 100.00 100.00 100.00 3.23 3.23 3.23 3.23 3.23 25.00 25.00 25.00 25.00 25.00
embed - 1 0 0 0 0 0 0 2.36 1.89 1.89 1.89 1.89 16.39 13.11 13.11 13.11 13.11 18.26 18.26 18.26 18.26 18.26 7.82 7.82 7.82 7.82 7.82
fluent 1 1 1 1 0 0 0 6.96 5.69 6.96 5.69 8.86 36.67 30.00 35.48 30.00 41.18 19.51 7.32 7.32 19.51 21.95 11.70 5.32 5.32 11.70 15.96
InMem - 1 0 0 0 0 0 1 57.14 0.00 0.00 57.14 57.14 69.57 0.00 0.00 69.57 69.57 83.72 65.12 65.12 83.72 83.72 63.64 40.91 40.91 63.64 63.64
jactive - 9 0 0 0 0 0 0 6.50 2.35 3.59 2.48 3.60 72.31 39.53 54.17 40.00 54.17 7.25 6.05 6.13 5.65 6.29 17.78 12.00 12.44 11.56 13.78
Socket - 16 3 4 5 1 4 4 5.04 2.78 3.94 1.97 4.69 62.59 53.33 53.12 35.79 55.10 8.86 6.87 7.86 6.80 8.29 5.10 2.87 4.31 2.87 4.24
Sockify - 1 0 0 0 0 0 0 2.79 0.00 0.00 2.39 2.39 77.78 0.00 0.00 66.67 66.67 2.72 2.17 2.17 2.72 2.72 2.22 1.67 1.67 2.22 2.22
jcodec - 18 4 7 7 3 7 7 0.88 0.32 0.52 0.46 0.76 57.86 39.72 45.50 40.64 47.78 2.60 1.93 2.08 1.96 2.60 1.22 0.85 1.06 0.95 1.12
jxapi - 38 20 32 33 31 35 36 5.84 4.10 6.35 4.61 7.89 72.15 64.52 72.94 67.16 66.38 17.43 16.65 17.62 16.34 19.67 4.17 4.34 4.84 3.67 6.01
mark - 6 0 0 0 0 0 0 23.64 9.09 17.58 16.43 19.39 50.64 20.54 39.73 47.36 43.84 46.14 43.82 44.21 23.75 44.21 35.09 28.07 32.46 15.79 31.58
money - 7 0 0 0 0 0 0 11.13 4.00 5.22 4.87 11.48 84.21 40.35 44.12 45.90 89.19 68.6 58.91 64.34 56.20 70.54 52.99 32.84 44.78 29.85 50.75
morph - 17 13 15 16 0 15 15 16.51 / / / / 44.94 / / / / 41.77 27.05 30.18 39.73 43.67 38.50 18.36 20.63 34.65 38.74
open - 3 0 0 0 0 0 0 14.04 4.21 4.21 7.41 11.19 50.53 34.30 34.30 28.67 43.35 51.55 32.75 32.75 46.84 46.84 21.69 11.79 11.79 23.68 23.68
ParCE - 9 5 5 5 5 5 6 48.72 11.97 14.53 31.61 45.30 72.15 60.87 62.96 55.22 64.63 73.93 23.5 24.36 64.1 72.65 53.73 12.69 13.43 41.04 50.75
sofa - 15 1 5 7 4 7 8 25.28 20.12 21.28 21.33 23.26 51.89 49.38 51.98 44.14 47.62 45.24 40.27 40.36 43.63 44.02 33.05 26.99 27.19 31.47 32.06
boot - 1 0 0 0 0 0 0 9.52 0.00 0.00 0.00 9.52 32.00 0.00 0.00 0.00 32.00 23.08 20.36 20.36 22.62 23.08 3.23 3.23 3.23 3.23 3.23
spring - 1 0 0 0 0 0 0 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 23.08 0.00 0.00 0.00 0.00 3.23 0.00 0.00 0.00 0.00
stat - 21 4 7 7 4 7 7 33.94 16.5 19.27 22.02 33.94 92.5 78.25 80.77 66.67 88.10 40.27 28.73 29.41 36.65 38.46 26.74 12.79 12.79 26.74 26.74
tcl - 6 5 6 6 1 5 5 22.84 15.45 16.94 16.43 22.27 61.57 52.22 56.38 47.36 60.31 43.27 34.04 34.50 41.61 43.06 28.47 23.50 23.63 26.77 28.47
Teaching - 16 8 10 11 10 14 14 0.88 0.52 0.97 0.80 1.25 87.22 58.54 76.27 80.43 84.06 0.61 0.58 0.87 0.63 0.97 1.36 0.99 2.04 1.11 2.35
wymi - 1 0 0 0 1 1 1 0.83 0.25 0.95 0.83 0.83 76.47 23.52 88.24 76.47 76.47 1.38 1.34 1.34 1.38 1.38 1.37 1.19 1.19 1.37 1.37
XsdParser - 2 0 1 1 0 0 0 40.31 16.45 16.45 41.89 43.15 90.78 66.77 66.77 96.73 98.56 54.79 36.93 36.93 54.29 54.71 36.08 20.06 20.06 35.48 35.48
raml - 2 0 0 0 0 0 0 0.34 0.00 0.00 0.00 0.00 50 0.00 0.00 0.00 0.00 1.97 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
yubico - 7 4 5 5 6 7 7 46.46 2.36 2.36 37.80 43.30 65.56 27.27 27.27 63.16 66.27 58.71 13.23 13.23 58.71 60.32 55.88 7.35 7.35 55.88 56.62

Ave (Single-Pkgs) 268 80 114 121 92 145 149 14.21 4.83 5.76 10.59 13.49 66.22 36.86 45.15 49.54 59.05 28.29 17.82 18.30 23.09 25.18 21.86 11.31 12.10 16.44 18.57

Multi-package Projects

core 13 4 7 7 8 9 9 3.29 1.27 1.27 1.88 3.05 74.42 44.58 44.58 44.35 71.20 5.13 3.33 3.33 4.47 4.49 3.78 2.22 2.22 3.46 3.62
fabric8

enric 3 0 0 0 0 0 0 2.62 1.75 1.75 1.31 1.31 100.00 80.00 80.00 100.00 100.00 13.15 2.11 2.11 10.33 10.33 13.64 2.02 2.02 11.62 11.62
graph 2 0 0 0 0 0 0 10.71 0.00 0.00 0.00 0.00 100.00 0.00 0.00 0.00 0.00 15.13 0.00 0.00 8.40 8.40 0.00 0.00 0.00 0.00 0.00

graphviz
viz 13 0 0 0 0 0 0 6.20 0.32 0.96 1.12 2.03 82.27 25.00 48.65 45.65 71.69 15.85 3.46 3.71 13.81 13.81 6.52 1.02 1.32 5.78 5.78
simul 33 5 9 11 12 19 19 9.44 3.92 5.77 6.90 9.88 61.68 41.25 53.96 49.44 62.38 14.25 10.87 11.15 14.02 14.98 12.49 8.41 8.78 11.15 12.94

hazelcast
hazel 1 0 0 0 0 0 0 0.08 0.00 0.00 0.00 0.00 100.00 0.00 0.00 0.00 0.00 0.03 0.00 0.00 0.00 0.00 0.07 0.00 0.00 0.00 0.00
core 5 1 2 2 2 3 3 20.04 0.00 0.00 14.48 23.83 46.88 0.00 0.00 31.71 52.20 44.00 16.16 16.16 46.44 46.88 28.00 5.46 5.46 29.89 30.46
nanol 7 0 0 0 2 2 2 17.12 / / / / 38.78 / / / / 36.00 38.14 38.14 42.80 42.80 23.00 24.66 23.29 27.40 28.77nano
webso 1 1 1 1 1 1 1 2.42 5.15 5.15 0.00 2.42 72.73 32.69 32.69 0.00 72.73 4.00 14.38 14.38 3.70 3.70 3.00 7.04 7.04 3.29 3.29
server 11 3 3 3 1 7 7 23.07 0.76 0.85 16.85 19.20 100.00 57.33 60.00 79.95 90.05 23.55 14.00 22.74 23.14 23.14 15.55 9.09 15.03 15.15 15.18
core 83 18 34 37 19 40 45 / / / / / / / / / / 23.46 16.66 16.80 22.53 22.73 16.20 10.71 10.80 15.50 15.71
graph 17 5 13 13 0 10 11 2.15 1.05 2.04 1.05 1.35 42.64 34.17 38.83 34.17 40.77 5.27 4.60 5.17 4.69 4.84 2.41 2.13 2.75 2.13 2.34
object 3 0 1 2 1 1 1 11.08 5.87 6.93 12.31 14.39 52.24 40.44 47.13 81.02 92.12 19.15 14.76 14.85 18.22 18.42 16.58 12.69 12.75 15.40 16.02
lucene 8 0 4 4 0 1 1 21.12 / / / / 55.4 / / / / 40.65 23.43 23.43 39.93 39.93 26.02 12.65 12.65 25.20 25.20
etl 8 0 3 5 0 2 2 18.04 / / / / 52.84 / / / / 33.10 7.82 7.82 32.13 32.29 19.81 0.00 0.00 18.55 18.55
client 3 0 1 1 2 3 3 1.35 0.95 1.05 1.09 1.70 51.95 36.84 39.74 40.75 62.50 3.33 3.31 3.34 3.31 3.40 2.61 2.61 2.61 2.61 2.61

orientdb

distri 1 1 1 1 0 1 1 0.02 0.02 0.11 0.02 0.02 50.00 50.00 100.00 100.00 14.29 0.13 0.13 0.15 0.12 0.17 0.00 0.00 0.00 0.00 0.00
core 18 1 1 1 6 6 6 9.64 1.53 1.53 5.20 6.97 57.22 42.67 42.67 30.11 39.57 17.03 4.07 4.07 17.48 17.61 15.70 4.60 4.60 16.15 16.29

storm
exter 2 0 0 0 0 0 0 1.15 0.00 0.00 0.38 0.38 100.00 0.00 0.00 100.00 100.00 1.70 0.00 0.00 1.27 1.27 0.00 0.00 0.00 0.00 0.00 v

Ave (Multi-Pkgs) 232 39 80 88 54 105 111 8.86 1.51 1.83 4.17 5.77 68.84 32.33 39.22 49.14 57.97 16.57 9.33 9.86 16.15 16.27 10.81 5.54 5.86 10.70 10.97

Ave (All Pkgs) 500 119 194 209 146 250 260 12.29 3.75 4.48 8.50 10.97 67.16 35.38 43.21 49.41 58.70 23.92 14.66 15.15 20.50 21.86 17.74 9.16 9.78 14.30 15.74

getMetadata().getSequenceLibrary())) provided, LLMs can then focus on completing the assertion
instead. Note that with a retrieval, we found that this method call sequence does not exist in the
project, which again consolidates the necessity of synthesis rather than retrieval.

Interestingly, in some projects (e.g., projects XsdParser, yubico-java, and project nanohttpd), the
assertions generated by STARS even outperformed the developer-written assertions in mutation
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1 @Test
2 public void testSequencesUpdate( ) throws InterruptedException{
3 database.activateOnCurrentThread( ) ;
4 ...
5 database.command("test") ;
6 secondDatabase.activateOnCurrentThread( ) ;
7 // ✔ Generated by STARS , the same as ground truth
8 assertNotNull(secondDatabase.getMetadata ().getSequenceLibrary ().getSequence("test"))
9 // ✗ Generated by baseline
10 assertEquals (1,database.countClass("STR"));
11 }

Listing 5. Example of assertions generated by STARS and ChatAssert [30]

Table 4. RQ3. (Ablation Study): Impact of each step in STARS under three LLMs. Higher values are better.

STARS (GPT-3.5-turbo) STARS (Deepseek-V3) STARS (GPT-5-mini)

Exact Match Exact Match Exact Match

Step Total Cand. Num Ratio Cand. Num Ratio Cand. Num Ratio
Step 1. Gathering

∗ 500 / 383∗ 0.77∗ / 383∗ 0.77∗ / 383∗ 0.77∗
Step 2. Generation 500 11,604 254 0.508 12,831 299 0.598 11,831 298 0.596
Step 3.1. Selection 500 7,453 250 0.500 8,645 298 0.596 8,555 293 0.586
Step 3.2. Repair 500 9,480 265 0.530 8,145 333 0.666 8,371 302 0.604

Step 4. Prioritization (top 1) 500 500 146 0.292 500 230 0.460 500 139 0.278
Step 4. Prioritization (top 10) 500 3,503 260 0.520 4,319 329 0.658 3,907 293 0.586
*: See Setup in Section 4.5. Cand.: Number of candidate test assertions/targets in the corresponding step.

score or line/branch coverages. For instance, in the XsdParser project, STARS achieves a mutation
score@1 of 41.89%, demonstrating that even a single Top-1 STARS-generated assertion per test
prefix outperforms developer-written assertions (40.31%). When allowing up to Top-10 assertions,
STARS further boosts the mutation score to 43.15%. Another example in the project nanohttpd
(package: core), STARS achieves 46.44% line coverage@1 and 29.89% branch coverage@1, better
than the developer-written assertions (44% and 28%, respectively), and these two coverages can be
further enhanced to 46.88% and 30.46% when allowing Top-10 assertions. These results suggest that
STARS not only generates more effective assertions than the baseline, but can also complement,

and in some cases, enhance the developer-written assertions.

4.5 RQ3: Ablation Study
Setup — The ablation study is in a zero-shot setting, with a maximum of 5 repair iterations. For
Step 1 (Gathering), where no assertion is generated, we report whether the gathered assertion
components appear in the ground-truth assertions. For Step 4 (Prioritization), results are shown
with top-1 and top-10 cut-offs (i.e., one or ten assertions per test prefix). In addition, we also
compare our STARS with direct use of GPT-5.4, showing the benefit our approach brings.

Analysis of improvements brought by each step in STARS — Table 4 shows STARS’s ablation
study. From Step 1 (Gathering) in Table 4, we observe that STARS’s synthesized assertion compo-
nents covers approximately 77% of developer-written assertions (this score is identical across three
LLMs because Step 1 does not involve LLMs). This match rate indicates that the majority of the
assertion components used by developers can effectively be captured in our synthesis step. In other
words, if the LLMs generate correct assertions based on the synthesized assertion components, at
least 77% of developer-written assertions could be replicated. This finding provides strong empirical
evidence for the statistical usefulness of assertion components synthesis.

We further investigated all the assertions involving method call sequences and found that 33.91%
(=235/693) of sequences cannot be retrieved directly from the project source code, which further
consolidated the necessity of synthesis rather than retrieval in Step 1. The remaining unmatched
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Table 5. RQ3 (Ablation Study) Comparison with Direct Use of GPT-5.4. Best results are highlighted in bold.

Assertion

Per Prefix

Total
Direct Use (GPT-5.4) STARS (GPT-5.4)

Cand.

W/o Repair W/ Repair

Cand.

W/o Repair W/ Repair

Match Match Strength Mutation Match Match Strength Mutation

Top 1 500 500 103 103 61.21 9.35 500 183 293 65.8 11.41

Top 10 500 5,000 202 208 65.73 12.42 2,833 285 415 69.53 14.64

All 500 9,973 210 216 67.16 12.82 4,319 306 417 71.43 14.87

*Total: Total number of test prefixes for which assertions are to be generated. Cand.: Number of test assertions.
*Match: Exact Match. Strength: Test Strength. *Mutation: Mutation Score.

assertions are primarily due to cases such as invocations of static methods, for example, assertTrue
(ResourceUtil.jsonEquals(first, same)), which leave no observable clues in the test prefix; calls
to third-party libraries; or methods from other test methods. Also, this step is LLM-independent,
since no LLMs are involved yet; thus, the results for Step 1 are identical across LLMs.

The advantage of more powerful LLMs becomes apparent from Step 2 onward. Given the same set
of assertion components, Deepseek-V3 and GPT-5-mini generate higher numbers of valid assertions
compared to GPT-3.5-turbo (exact match: 299 and 298 vs. 254). This disparity marks the point where
the performance gap between the two LLMs begins to widen. In Step 3.1 (Selection), although the
exact-match rate drops slightly, the number of candidate assertions is dramatically reduced, from
roughly 12k to 8k, demonstrating a significant pruning benefit. Then, Step 3.2 (Repair) contributes
to an overall improvement for three models. Finally, Step 4 prioritizes a fixed number of assertions
for each test prefix; as more assertions are considered, the exact-match rate increases. Deepseek-V3
achieves the best performance, with 329 exact matches when the top 10 assertions are considered.
Comparison with direct use of the frontier model – Table 5 shows the comparison with

the direct use of GPT-5.4. In particular, for each test prefix, we prompt GPT-5.4 using the same
prompt template as our STARS (Step 2, Assertion Generation), except for the gathered components
collected in our first step. In the prompt, each prefix is allowed to generate at most 20 test assertions,
the same as what has been described in our prompt. Since the output assertions are required to be
prioritized, we then show the metrics on the Top-1/10/all-generated assertions, and compare with
our STARS. For fairness, the comparison is divided into two groups: with/without repair, and the
implementation reuses our Step 3.2 (Assertion Repair in Section 3.3).

We can see from Table 5 that our STARS demonstrates the consistent superiority over the direct
LLM baseline under all settings. In particular, without repair, the comparison of exact match under
different settings is as follows: 103 vs. 183 (Top-1), 208 vs. 285 (Top-10), and 216 vs. 306 (All
generated assertions). The superiority becomes even larger after repair. For the Exact Match,
the comparison shows: 103 vs. 293 (Top-1), 208 vs. 415 (Top-10), almost double the results. The
mutation score and test strength also show observable performance gains, e.g., mutation score
improves from 9.35 to 11.41 (Top-1), test strength rises from 61.21 to 65.8 (Top-1). Moreover, when
we take all generated assertions into account (the last row in Table 5), the direct prompting generates
9973 assertions, with an approximate average of 20 (19.95 = 9,973 / 500, while only exactly matches
43.2% (=216/500) assertions. In comparison, because the proper assertion components are provided,
the number of candidates halves (9, 973 → 4, 319, with an average of 9 (8.64 = 4,319 / 500)
assertions per test), while the number of exact matches doubles (216→ 417 after repair).

Additionally, compare with the best results in Table 4 achieved by STARS (Deepseek-V3), whose
Exact Match with Top-10 assertions per prefix is 329 (65.8% = 329/500), STARS (GPT-5.4) further
pushes the limits dramatically to 417 (83.4% = 417 / 500). This observation further echoes the
observation in Table 4 that the more powerful model gains more performance improvements from
our framework, further consolidating the effectiveness of our design.
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Table 6. RQ4 (Cost analysis): Number of tokens and queries to generate each executable assertion.

Baseline - ChatAssert Ours - STARS
Overall Per Assertion Per Test Prefix Overall Per Assertion Per Test Prefix

Tokens Queries Tokens Queries Tokens Queries Tokens Queries Tokens Queries Tokens Queries

Step 1. Gathering \ \ \ \ \ \ 494,993 458 120.97 0.11 989.99 0.92
Step 2. Synthesis 12,724,205 5,632 2,924.43 1.29 25,550.61 11.31 3,280,682 1,361 801.73 0.33 6,561.36 2.72
Step 3.1 Selection \ \ \ \ \ \ 181,280 51 44.30 0.01 362.56 0.10
Step 3.2 Repair 996,226 1,139 228.96 0.26 2,000.45 2.28 5,929,876 2,330 1,449.14 0.57 11,859.75 4.66
Step 4 Prioritize \ \ \ \ \ \ 437,169 500 106.84 0.12 874.34 1.00

Overall 13,720,431 6,771 3,153.39 1.55 27,551.06 13.59 10,324,000 4,700 2,522.97 1.15 20,648.00 9.40

Table 7. RQ4 - Impact of Parameters on Cost Efficiency: Cost and Exact Match Affected by the Depth of

Method Calls (𝐾_𝑚) and the Number of Repair Iterations.

Repair Iteration Depth of Method Calls (K_m) Exact Match Tokens Queries

1 2 128 5,205,298 2,824
3 165 10,978,893 4,222

5 2 146 10,324,000 4,700

4.6 RQ4: Cost Analysis
Setup – Table 6 shows the total number of tokens and queries; the average number of tokens and
queries to generate each assertion. The experiment used GPT-3.5-turbo in zero-shot mode with
temperature 0.7 and five repair iterations. Reported statistics include input and output tokens.

Analysis – Overall, STARS reduces total token consumption by 24.75% (from 13.72M to 10.32M to-
kens) and query count by 30.6% (from 6,771 to 4,700 queries). On a per-assertion basis, STARS achieves
a 20.0% reduction in tokens (3,153.39 vs. 2,522.97). The efficiency gains are even more pronounced
when normalized per test prefix: STARS reduces token usage by 25.1% (27,551.06 vs. 20,648.00)
and query count by 30.8% (13.59 vs. 9.40). The most significant savings occur during generation,
where STARS consumes around a quarter of tokens (12.72M vs. 3.28M) and one-fifth of the queries
(5,632 vs. 1,361). Despite incorporating additional stages (gathering, selection, and prioritization),
STARS still achieves a lower overall cost. The baseline’s high generation cost stems from its reliance
on multi-round prompting for code summarization, where outputs are recursively fed back into
subsequent inputs, leading to heavy token accumulation. In contrast, the relatively higher cost for
our STARS happens in Step 2 (i.e., Synthesis) and Step 3.2 (i.e., Repair). Their costs are justified by
the significant quality improvements they bring, as demonstrated in previous RQs.
Cost Efficiency Under Different Parameters – Beyond Table 6, which calculates the costs

and queries consumption under the setting of 𝐾𝑚 = 2 (the depth of method calls) with 5 repair
iterations, we further show how these two hyperparameters affect the cost-efficiency in Table 7.
Other setups remain the same as in Table 6. We can see from Table 7 that, when increasing 𝐾𝑚
from 2 to 3, the Exact Match@1 increases 37 instances, with the tokens doubles (5, 205, 298→
10, 978, 893), queries doubles (2, 824→ 4, 222) under 1 repair iteration. Similarly, when increasing
repair iteration from 1 to 5, the tokens and queries also about doubles (5, 205, 298→ 10, 324, 000
and 2, 824→ 4, 700, respectively) when 𝐾𝑚 = 2.

5 Threats to Validity
There are four main threats to the validity of this paper. First, LLM selection bias. We use four
models (GPT-3.5-turbo, GPT-5-mini, DeepSeek-V3, and GPT-5.4). However, these are widely used
and serve as representative LLMs, and our goal is not to benchmark models but to demonstrate the
general applicability of our method. Second, dataset selection bias since we build on the existing
benchmark whose real-world representativeness may be limited. Still, the benchmark includes 500
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randomly sampled tests, offering reasonable coverage. Third, our method involves several tunable
parameters (e.g., number of generated assertions) which may introduce parameter selection bias. To
address this, we make all parameters configurable and report the number of candidates retained
at each stage to promote transparency and reproducibility. Last, the possible data contamination
might influence the effectiveness of the LLMs used in this evaluation. Yet, since the data leakage
would affect both baseline and our approach equally when using the same LLMs, the relative
improvements still show the gains from our method.

6 Related Work
Assertion Generation. Assertion generation has received considerable attention in the software
testing community [43]. Learning-based methods[20, 47, 62, 64, 66] often struggle with limited
accuracy and poor generalizability across diverse codebases. Retrieval-augmented approaches[30,
40, 60, 71] aim to improve assertion relevance by retrieving and adapting similar examples from
existing test suites. However, their effectiveness heavily depends on the availability of structurally
and semantically similar test cases, and they often suffer from syntactic incoherence or context
mismatch. In contrast, our approach, STARS, does not rely on mimicking existing tests within
the same test file. Instead, it is guided to synthesize more complex and semantically meaningful
assertions, often involving concrete method call sequences or interrelated variable pairs, thereby
enhancing both expressiveness and correctness. Moreover, the assertions generated by previous
works often struggle with compilation errors [20, 47, 74]. While iterative repair [47] alleviates some
of these, performance remains constrained by model capacity. Regarding the number of generated
assertions, ALLMAssert [40] points out the limitation of generating a single assertion, and thus
proposes to generate multiple assertions for each unit test. Recent LLM-based methods [30, 73]
leverage richer context and achieve promising results. Unlike prior work that prompts LLMs to
generate assertions end-to-end, our approach introduces an intermediate representation, assertion
components, to better guide the generation.
Unit Test Generation. Recent learning-based test generation has evolved along two phases.

Early approaches [62] treated test generation as a neural machine translation task, fine-tuning
models like BART [14] and CodeT5 [65] on paired method-test datasets [62, 66], though such
methods are limited by the scope of training data and generalizability. Recently, with the advent of
LLMs, recent techniques increasingly adopt prompting-based strategies without fine-tuning, en-
abling more flexible [26, 27] and scalable [51, 54] test generation. For example, retrieval-augmented
few-shot prompting [45, 57, 71], chain-of-thought [67], tree-of-thought [70] or other domain knowl-
edge [38] are adopted to activate and facilitate LLMs’ simulation and reasoning capability. Apart
from adopting advanced prompting techniques, diverse sources of information, including focal
code [6, 12, 16, 20, 30, 31, 37, 46, 50, 50, 63, 66, 72], text context [20, 30, 37, 50, 58], and documenta-
tions [6, 33, 35, 37, 50, 53], were considered. Unlike these works, the information we provide goes
beyond what is readily available and requires program analysis to uncover. Although recent ap-
proaches also combine program analysis with LLMs [27, 51], they differ from ours in their objectives,
i.e., focusing on generating unit tests rather than generating assertions for given prefixes.

7 Conclusion
In this paper, we present STARS, a static analysis-guided framework for generating test assertions
using LLMs. By supplying concrete assertion components, STARS relieves LLMs from synthesiz-
ing valid assertions from scratch, allowing them to focus on generating more meaningful and
contextually relevant assertions. Experimental results demonstrate that STARS achieves up to 2x
improvements in mutation score and test strength over the baseline, sometimes approaching or
surpassing developer-written assertions.
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We make our artifact, including the experiment results and the replication code, publicly available
at https://doi.org/10.5281/zenodo.21818614 [11] to facilitate follow-up research studies.
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